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Class 1: A bird-eye view of deep learning
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Å Classification/ 

regression

Å Simulation

Å Inverse design/ 

inverse problem

Å Control/planning

Tasks

Å Supervised learning

Å Generative modeling

Å Foundation models

Å Reinforcement learning

Å Evolutionary and multi-

objective optimization

Learning paradigm

Application (AI & Science)

Å Robotics

Å Games (e.g., Go, atari)

Å Autonomous Driving

Å PDEs

Å Life science

Å Materials science

Å Multilayer perceptron

Å Graph Neural 

Networks

Å Convolutional Neural 

Networks

Å Transformers

Neural architecture
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1.  Principle 1: Model a hard transformation by composing simple transformations:

Å Multilayer Perceptron (MLP)

Å Backpropagation

2. Principle 2: Directly optimizing the final objective using maximum likelihood 

and information theory:

Å Maximum likelihood: MSE, uncertainty estimation

Å Information: cross-entropy, Information Bottleneck

3. Optimization

Å Adam: combining momentum and per-dimension magnitude

Å SAM (sharpness-aware minimization):                      finds flat and robust minima 

Å Federative learning: improves the data privacy by only sharing client models

Class 2: Deep learning fundamentals
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Class 3: Generative Models

ÅGenerative models

ÅVAE

ÅGAN

ÅEnergy-based models

ÅDiffusion models

ÅFlows

ÅApplication of diffusion models

ÅImage, video, and shape generation

ÅSimulation

ÅInverse design/inverse problem

ÅControl/planning
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Class 4: Foundation Models

Shift in learning paradigm through time: 

Shallow-Network (e.g. SVM) Ą  Supervised (e.g. Alexnet)Ą Partially supervised (e.g. 
word2vec) Ą Self-supervised + Finetunning (e.g. BERT) Ą Self-supervised + Prompting 
with examples (e.g. GPT3.5) Ą Self-supervised + Prompting (e.g. InstructGPT or ChatGPT)

Foundation model  Pretrained networks  
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Foundation for foundation models 

Principle 3 (the scaling law): AI methods that leverage computation are ultimately 

the most effective way of improvements (from òThe bitter lessonò by Rich Sutton)

Principle 4 (the data law): Data is the ultimate way of regularization

Image from: lesswrong.com

Parameter count of ML systems through time
Lan, Z., Chen, M., Goodman, S., Gimpel, K., Sharma, P., & Soricut, R. . Albert: A lite bert for self-supervised 

learning of language representations, ICLR 2020

http://www.incompleteideas.net/IncIdeas/BitterLesson.html
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Foundation for foundation models 

Principle 3 (the scaling law): AI methods that leverage computation are ultimately 

the most effective way of improvements (from òThe bitter lessonò by Rich Sutton)

What is the most effective network architecture to leverage computation? 

(Comparison between CNNs and Transformer)

Principle 4 (the data law): Data is the ultimate way of regularization

What is the most effective way of (pre-)training the network? 

http://www.incompleteideas.net/IncIdeas/BitterLesson.html


Convolutional Neural Networks for Image Classification

Krizhevsky, Alex, Ilya Sutskever, and Geoffrey E. Hinton. "Imagenet classification with deep convolutional neural networks." NIPS 

2012 8



Convolutional and Pooling operation for CNNs

Gif credit Sumit Saha

Convolution Operation Pooling Operation

Both convolution and pooling operations are local operations and compress represetations from 
high dimensions to low dimensions
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Improvements on CNNs: deeper networks 

Zeiler, Matthew D., and Rob Fergus. "Visualizing and understanding convolutional 

networks." ECCV 2014.

Simonyan, Karen, and Andrew Zisserman. "Very deep convolutional networks for large-scale 

image recognition." 2014.

Szegedy, C., Liu, W., Jia, Y., Sermanet, P., Reed, S., Anguelov, D., ... & 

Rabinovich, A. (2015). Going deeper with convolutions. CVPR 2015

He, Kaiming, et al. "Deep residual learning for image recognition." CVPR 2016.

> 1000 layers
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Sequence modeling using CNNs

https://dennybritz.com/posts/wildml/understanding-convolutional-neural-networks-for-nlp/
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ὬὭ ρ ‗ὭἄὬὭ ρ  
‗ὭἄὬὭ. (shortcut)

Cho, Kyunghyun, Bart Van Merriënboer, Caglar Gulcehre, Dzmitry Bahdanau, Fethi 

Bougares, Holger Schwenk, and Yoshua Bengio. "Learning phrase representations 

using RNN encoder-decoder for statistical machine translation." EMNLP 2014.

Gated Recurrent Networks CNNs

Sequence modeling using parallel processing 
11



Transformer: a sequence modeling architecture with parallel 

encoding and global view 

Vaswani, Ashish, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, Ğukasz Kaiser, and Illia 

Polosukhin. "Attention is all you need." In Advances in neural information processing systems, pp. 5998-6008. 2017.

Encoder

Decoder

gif credit: Jay Alammar
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Token embedding map words into representations
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Positional embedding differentiates words in different positions
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Multi-head attention gives words contextual meaning
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Multi-head attention makes similar words closer through 

weighted average operation

https://projector.tensorflow.org/

ὡρρ ὖπὡππ ὖρὡρπ ὖςὡςπ Ễ
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Multi-head attention makes similar words closer

Scaled Dot 
Prodct Attention

ὖπḊ ὡρπz ὡππ
ὖρḊ ὡρπz ὡρπ
ὖςḊ ὡρπz ὡςπ

ὡρρ ὖπὡππ ὖρὡρπ ὖςὡςπ Ễ

Similar words get higher weights
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Multi-head attention: why we needs multi-heads 

Q K V

ὒ Ὀᴼὒ ὲ d
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Talking-head attention: does more heads leads better results

Noam Shazeer, Zhenzhong Lan, Youlong Cheng, Nan Ding, Le Hou, talking-head attention, 2020
Ashish Vaswani, Noam Shazeer, etc, attention is all you 
need, 2017

19



Feed forward network: within token transformation

Sandler, Mark, et al. 

"Mobilenetv2: Inverted residuals 
and linear bottlenecks." CVPR 
2018.
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Decoder: sequential decoding 

Vaswani, Ashish, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, Ğukasz Kaiser, and Illia 

Polosukhin. "Attention is all you need." In Advances in neural information processing systems, pp. 5998-6008. 2017.

gif credit: Jay Alammar
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CNNs exploits local constraints while Transformers has a more 
global view

I
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CNNs Transformers 22



Transformer is everywhere nowadays 

Dosovitskiy, Alexey, et al. "An image is worth 16x16 words: Transformers for 

image recognition at scale." arXiv preprint arXiv:2010.11929 (2020).

Gong, Yuan, Yu-An Chung, and James Glass. "Ast: Audio spectrogram 

transformer." arXiv preprint arXiv:2104.01778 (2021).
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Decoder-only Transformer is dominant 

PEGASUS / T5

BERT

/ GPT / T5

Raffel, Colin, Noam Shazeer, Adam Roberts, Katherine Lee, Sharan Narang, 

Michael Matena, Yanqi Zhou, Wei Li, and Peter J. Liu. "Exploring the limits of 

transfer learning with a unified text-to-text transformer." arXiv preprint 

arXiv:1910.10683 (2019). 24



Decoder-only Transformer is dominant 

Wang, Thomas, et al. "What language model architecture and pretraining objective works best for zero-shot 
generalization?." International Conference on Machine Learning. PMLR, 2022.
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The scaling laws is not just for architectures

The bigger the model, 
The easier it is to learn 

The scaling laws for 
compute, data, and 
parameters

Kaplan, J., McCandlish, S., Henighan, T., Brown, T. B., 

Chess, B., Child, R., ... & Amodei, D. (2020). Scaling laws for 

neural language models. arXiv preprint arXiv:2001.08361. 26



The scaling laws is not just for architectures

Increase model size as 
much as possible 

Kaplan, J., McCandlish, S., Henighan, T., Brown, T. B., Chess, B., Child, R., ... & Amodei, D. (2020). 

Scaling laws for neural language models. arXiv preprint arXiv:2001.08361.

Sardana, Nikhil, and Jonathan Frankle. "Beyond chinchilla-optimal: Accounting for inference in language 

model scaling laws." arXiv preprint arXiv:2401.00448 (2023).
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Mixture of Experts (MoEs): Scaling up the # of parameters

Fedus, W., Zoph, B., & Shazeer, N. (2022). Switch transformers: Scaling to trillion parameter models with simple and efficient sparsity. The 
Journal of Machine Learning Research, 23(1), 5232-5270. 28



Deepseek MOE: a better load-balancing method

Dai, Damai, et al. "Deepseekmoe: Towards ultimate expert specialization in mixture-of-experts language models." arXiv 
preprint arXiv:2401.06066 (2024).
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Dai, Damai, et al. "Deepseekmoe: Towards ultimate expert specialization in mixture-of-experts language models." arXiv 
preprint arXiv:2401.06066 (2024).



Mixture of Experts (MoEs): Scaling up the # of parameters

MoE-LLaVA: Mixture of Experts for Large Vision-Language Models
31



Low-rank word embedding: smarter parameter usage 

Lan, Z., Chen, M., Goodman, S., Gimpel, K., Sharma, P., & Soricut, R. (2019). Albert: A lite bert for self-supervised learning of language 
representations. arXiv preprint arXiv:1909.11942.

ÅToken embeddings are context independent while 
hidden layer embeddings are context dependent.  

ÅToken embeddings are sparsely updated. 
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Multi-query attention and multi-group attention: smarter 

parameter usage

Ainslie, Joshua, et al. "GQA: Training Generalized Multi-Query Transformer Models from Multi-Head Checkpoints." arXiv preprint 
arXiv:2305.13245 (2023). 33



MoBA: Mixture of Block Attention for Long-Context 

LLMs

Lu, Enzhe, et al. "MoBA: Mixture of Block Attention for Long-Context LLMs." arXiv preprint arXiv:2502.13189 (2025).



Native Sparse Attention: Hardware-Aligned and 

Natively Trainable Sparse Attention

Yuan, Jingyang, et al. "Native sparse attention: Hardware-aligned and natively trainable sparse attention, 2025." URL https://arxiv. 

org/abs/2502.11089.



Hybrid attention 

Li, Aonian, et al. "Minimax-01: Scaling foundation models with lightning attention." arXiv preprint arXiv:2501.08313 (2025).

Team, Gemma, et al. "Gemma 3 Technical Report." arXiv preprint arXiv:2503.19786 (2025).



Flash attention: faster computation  

Dao, Tri, et al. "Flashattention: Fast and memory-efficient exact attention with io-awareness." Advances in Neural Information Processing 
Systems 35 (2022): 16344-16359.
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Flash attention: faster computation 

Dao, Tri, et al. "Flashattention: Fast and memory-efficient exact attention with io-awareness." Advances in Neural Information Processing 
Systems 35 (2022): 16344-16359.
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Mixed precision training: faster computation  

Micikevicius, Paulius, et al. "Mixed precision training." arXiv preprint arXiv:1710.03740 (2017).
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