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Class 2: Deep learning fundamentals

1. Principle 1: Model a hard transformation by composing simple transformations:
« Multilayer Perceptron (MLP)

« Backpropagation

2. Principle 2: Directly optimizing the final objective using maximum likelihood
and information theory:

« Maximum likelihood: MSE, uncertainty estimation
« Information: cross-entropy, Information Bottleneck

3. Optimization
« Adam: combining momentum and per-dimension magnitude

* SAM (sharpness-aware minimization): max ¢(0 + €) finds flat and robust minima
€CcNg
« Federative learning: improves the data privacy by only sharing client models



Class 3: Frontiers in Generative modeling

 Generative models Maximum
likelihood

 VAE

 GAN

* Energy-based models
« Diffusion models Energy-based
. Flows models

 Application of diffusion models
* Image, video, and shape generation Diffusion
: : models

« Simulation

* Inverse design/inverse problem ' ’
i Information (KL-
 Control/planning divergence)




Class 4: Graph Neural Networks

o Graph representation
e Tasks
o Graph Neural Networks: Fundamentals
o Useful Techniques
o Aggregation

o GCN
o GraphSage
o GAT

o Advanced topics
o Neural subgraph matching
o Graph Transformers



Reinforcement learning

Ohmic
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AlphaGo [1] Controlled nuclear fusion [2] Drone racing [3]

[1] Silver, David, et al. "Mastering the game of Go with deep neural networks and tree search." Nature 529.7587 (2016): 484-489.
[2] Degrave, Jonas, et al. "Magnetic control of tokamak plasmas through deep reinforcement learning." Nature 602.7897 (2022):
414-419.

[3] Kaufmann, Elia, et al. "Champion-level drone racing using deep reinforcement learning." Nature 620.7976 (2023): 982-987.
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« Markov Decision Process (MDP) setup

» Bellman equation and Bellman optimality equation

* Value iteration and policy iteration

« Temporal difference learning

 Value function approximation, policy gradient, and actor-critic

Bellman equation &
Bellman optimality equation

Value iteration & - Temporal Difference

policy iteration learning

Value function approximation, policy
gradient, and actor-critic



Markov Decision Process (MDP): Setup

state reward action
S, R, A
RHI {

S.. | Environment ]

-

Goal: maximize the long-term expected reward w.r.t. to the policy w(4;|S;)

max [E;|R
T(A¢|St) t[ t]



Markov Decision Process (MDP): State and action

State: {5V, 52, ... 59} ey

Action: | ) 5@ 53

a™®: move upward
(2)- :
a‘*’: move rightward ( )
a4 —0—1—q
a®: move downward a®)
a™®: move leftward
a®): stay unchanged

KIS 5® 5©®

A 4 (3)
a
Action space of a state: the set of all possible 57 5® 59
. . NN D
actions of a state. A(s®) = {a®W} .
=1

State transition probability: e.g., Grid world
p(sW|sM,a@) =0,  vi*2

*We use subscript t in s;, a, to denote step t, and use superscript in s, a® to denote different choices of state or action.



Markov Decision Process (MDP): Policy

Prob=0.5
Policy n(als): ] & -
E.g., for S = 5(1), Prolb=0.5
m(a=a®|s=51)=0 L»_“
n(a=a®|s=sY)=05 1 |
n(a=a®|s = 5(1)) = 0.5 g
n(a — 4(4) S = 5(1)) =0 . I
m(a=a®|s=51)=0

Tabular representation:

a1 (upward) | a2 (rightward) | as (downward) | a4 (leftward ) | as (unchanged)
S1 0 0.5 0.5 0 0
S2

S3

S4

S5

S6

S7

S8

OO0 O0|O0|O|O|O
OlRr R OOIHRHIO|O
OO0 HRIOIO|H
OO0 O0C|O0|O|—~|O
ROlOlO|O|O| O

S9




Markov Decision Process (MDP): Reward

Reward:

« If the agent attempts to get out of the boundary, r,,una =
- If the agent attempts to enter a forbidden cell, r5,,p;q =
- If the agent reaches the target cell, r;4p-ger =
« Otherwise, the agent gets a reward of r = 0.

Tabular representation:

a1 (upward) | a2 (rightward) | as (downward) | a4 (leftward ) | as (unchanged)
S1 Tbound 0 0 Tbound 0
S2 Tbound 0 0 0 0
83 Tbound Thound Tforbid 0 0
S4 0 0 Tforbid Tbound 0
S5 0 Tforbid 0 0 0
S6 0 Tbound Ttarget 0 Tforbid
S7 0 0 Tbound Tbound Tforbid
S8 0 Ttarget Tbound Tforbid 0
S9 Tforbid Tbound Tbound 0 Ttarget

s 5@ 53)

3@ 5 5(6)

s 5® 59
Grid world




Markov Decision Process (MDP): Return

Trajectory: a state-action-reward chain

(2) (3) (3) (2)

5(1) a’_) 5(2) a’_) 5(5) a/_> 5(8) a/_) 5(9) 5(1)T: 0/5-(2) ,5(3)
r=0 r=0 =0 r=1 | )

Return: the sum of all the rewards collected along
the trajectory: o

56 56
return=04+04+04+1=1 b —
The trajectory can be infinite, )
4(2) a(s) 4(3) 4(2) 4(5) a(s) 5(7) 5(8)_ ............... 8 .\9)
s g(2) 2, g(5) T, g(8) 2, g(9) 5 5(9) 2 5(9) r=
r=0 r=0 r=0 r=1 r=1 r=1
Discounted return: given discounted rate v, Trajectory

v

discounted return= 0 + y0 + y20 + y31 + y*1 ... = 1=y



Markov Decision Process (MDP): Full components

« Sets:
 State: the set of states §
 Action: the set of actions A(s) is associated for state s € S.
* Reward: the set of rewards R(s, a).

« Probability distribution (or called system model):

 State transition probability: at state s, taking action a, the probability to
transit to state s’ is p(s'|s, a)

« Reward probability: at state s, taking action a, the probability to get reward r
IS p(r]s,a)
« Policy: at state s, the probability to choose action a is m(als)
- Markov property: memoryless property
* p(St41las, Sty -0 A0, So) = P(Se1las, se)
* p(re41lae Sep---, a0, S0) = P(esla Se)-



Outline

« Markov Decision Process (MDP) setup

» Bellman equation and Bellman optimality equation

 Value iteration and policy iteration

» Temporal difference learning

 Value function approximation, policy gradient methods, and actor-critic

Bellman equation &
Bellman optimality equation

Core equations
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How we approach it

State value

From definition,
derive self-consistent equation

Bellman
equation

Optimal policy

Bellman optimality
equation

14



State value

State value: Suppose that we start with a state s and follow the policy n(a|s), state value is the
expected discounted return

Ur(s) = E[G¢|S¢ = 5] = E[R¢41 + VRi42 + V?Reyz + -+ |S¢ = 5]

The state value function evaluates how good the policy 7 is.

15



Bellman Equation: Derivation from state value definition

Un(s) = E[Rey1 + VRe42 + V*Repz + -+ |S¢ = 5]
= :Rt+1 + Y (Resz + YRi43 + V2Rigs - )|St = 5]
= E[R;41|S; = 5] + YE[Rp42 + YRy 43 + V°Rpyy - |St = 5]

expected immediate reward remaining future reward

Here

ElRes1lSe = 5] 3= 1(s) = ) m(als) ) p(rls, @)

a



Bellman Equation: Derivation

Un(s) = E[Rey1 + VRe42 + V*Repz + -+ |S¢ = 5]
= :Rt+1 + Y (Resz + YRi43 + V2Rigs - )|St = 5]
= E[R;41|St = s] + YE[Rt42 + YRe43 + Y Riys . |S¢ = 5]

E[Rt12 + YRes3 + V*Rigg o |Sp = 5] Here
= Z Pr(s'[S)E[Ge41]Se = 5,Sp41 = 5] Pr(s'ls) = z m(als)p(s'ls, a)
S’

a
, ’ is the transition probability under policy .
=) Dr('19)ElGesaIts1 = ']
S’

= z Pr(s'[s)ve(s)

17



Bellman Equation s: state

a: action
r: reward

() = () + 7 ) pa(s'19)v(s")

Expanded form:

va(s) = ) m(als) (Z p(rls, @ +y ) p(s'ls, a)vn<s'>)

a

Matrix form:

Vg =1 + VPV

U = [vr(51), ---Un(sn)]T € R"
1 = [1(51), ... e (sp)]" € R™
P, € R, [P.];; = pr(sjs;) is the state transition matrix

18



Bellman Equation: Example

Bellman equation:

v, (8)]
l_'_,

Un

For the specific policy in this grid world:

v (81)
Uy (5 (2))
Uy (5 (3))

v (6))

77 (8™).

Ty

'pn(5(1)|5(1))
Pn(5(1)|5(2))
Pn(5(1)|5(3))
-Pn(5(1)|5(4))

Pn(5(2)|<‘5(1))
Pn(5(2)|<‘5(2))
Pn(5(2)|<‘5(3))
Pn(5(2)|<‘5(4))

pa(s®15M)
Pa(5®15@)
pe(5@)5®)
Pa(5®15®)

pn(5(4)|5(1))‘
pn(5(4)|5(2))
pn(5(4)|5(3))

Pa(5®15s®))

Tn

01

1
1
1

Ty

o oo

0

o OO0

o OO0

Fr

el

vﬂ(5(3))

v, ()]

vﬂ(5(3))

v (%)

sl S

¢ =0 r=1
s3—» s4
r=1 r=1

2% 2 grid world




Bellman Equation: Solution

Bellman Equation: Vg = 1y + VP

Solution:
V= (1— VPn)_lrn

lterative solution:
Vis1 =T + VBP0, k= 1,2, ...

It can be proved that when k - +oo, v}, — v,,.



Action value: Definition

qr(s,a) = E|G¢|S; = s5,A; = a]

The average return the agent can get starting from a state s and taking an action a,
and then following the policy .



Action value: Relation with state value s state

a: action
Bellman equation: r: reward
ve(s) = ) m(als) (Z p(rls, @y +v ) p(s'ls a)vn<s'>>
a T s/ '
qr(s,a)
So we have:
Vn(S) = 2 r(als) CIn(S; a) action value = state value

a

qr(s,a) = 2 p(rls,a)r + )/z p(s'|s,a)v,(s") state value = action value
r s/



Optimal policy: Definition

A policy * is optimal if v =(s) = v, (s) for all states s and for any other policy .



Bellman Optimality Equation

Recall Bellman Equation: | y_ =17, + yP, v,

Here the maximization of m(als) is
performed elementwise:

a1 (upward) | a2 (rightward) | as (downward) | a4 (leftward ) | as (unchanged)
s1 0 0.5 0.5 0 0
Bellman Optimality Equation: o : : : :
R ; : ; ;
S6 0 0 1 0 0
Un = mgx(rn + ¥ V) S - 1 ; ; 3
S9 0 0 0 0 1

The solution v* is the optimal state value, and =* is an optimal policy.

24



Bellman Optimality Equation: Proof
For any policy n: Vg = Ty + VYPrv,
v* = max(r; + yPv*) =rp + YPpv* = 1 + Y BV
T

Therefore:

V' = vy 2 (1 +yPv") — (0 + YPrvg) = yP (V" — 1)

Repeatedly applying:

v — v, = Li_r)rcl)y”P,}l(v* —v,;) =0



Greedy optimal policy

v, = max(1; + YP;Vy)
T

After obtaining v*, we can obtain action value from state value:

q (s,a) = 2 p(rls, a)r + )’2 p(s'ls,a)v*(s’)

Then the optimal policy n* is

x |1, a = argmax, q° (s, a)
/A (a|S) — {O, a # argmax, CI*(S; a)

26



Bellman (optimality) equation: Summary

« State value:
State value
Ur(s) = E[G¢|S; = s]
. : . From definition,
Action value: derive self-consistent equation
s,a) = E|G:|S; =5s,4A; = a

qr(s,a) [G¢1S¢ t | Bellman

» Bellman Equation: equation

Vg =T + Y PrVg Optimal policy

Bellman Optimality Equation:

Bellman optimality
v, = max(n; + YP, V) equation
T

27



Outline

« Markov Decision Process (MDP) setup

» Bellman equation and Bellman optimality equation

 Value iteration and policy iteration

» Temporal difference learning

 Value function approximation, policy gradient methods, and actor-critic

Bellman equation &
Bellman optimality equation

Value iteration &
policy iteration

28



Value iteration and policy iteration: How we approach it

Bellman optimality

equation

Start with initial value vyg; tart with initial policy ),
update policy — imaprove vy S

Value iteration Policy iteration

29



Value iteration

Bellman Optimality Equation:

v, = max(r; + yPv,)
T

Value iteration:

1. Policy update: Given vy, update my, 4.
Mi+1 = argmaxy (r; + yPrvy)

lterate

2. Value update: Given m, 4, update v, ..
vk+1 — rﬂk+1 + )/Pnk+1vk




Policy iteration

Bellman Optimality Equation:
v, = max(r; + yPv,)
T

Policy iteration:

" 1. Policy evaluation: Given my, solve vy, .
vﬂ'k — 7ﬂTL'k + )/Pﬂ'kvﬂk

lterate

2. Policy improvement: Given v, , update ;.

Tt = argmaxn(rn + yannk)




Policy iteration & value iteration: Comparison

_ Policy iteration algorithm Value iteration algorithm

1) Policy o N/A

2) Value U, = Try + VPryVn, Vo = Vg,

3) Policy m; = argmax,(r; + anvno) m, = argmax, (1, + yP,v,)
4) Value Vg, =Tp, + VP Vp, vy =17, +¥Pr, Vg

5) Policy T, = argmaxn(rn i ypnvnl) m, = argmax(r; + yP,v;)

The 4t step becomes different:
* In policy iteration, solving v, = r; + yP;, vy requires an iterative algorithm (an
infinite number of iterations)
* In value iteration, v, =, + yP; v, is a one-step iteration
32



Policy iteration & value iteration: Comparison

*

\'

—®— Policy iteration

—&— Value iteration

—&— Truncated policy iteration
— Optimal state value

k

*The truncated policy iteration algorithm computes a finite number of iterations

34



Value iteration and policy iteration: Summary

Bellman optimality

equation

Start with initial value vyg; tart with initial policy ),
update policy — imaprove vy

Value iteration Policy iteration

35



Outline

« Markov Decision Process (MDP) setup

» Bellman equation and Bellman optimality equation

 Value iteration and policy iteration

« Temporal difference learning

 Value function approximation, policy gradient methods, and actor-critic

Bellman equation &
Bellman optimality equation

Value iteration & M Temporal Difference

policy iteration EIEEE learning

36



Temporal difference learning: How we approach it

Bellman equation

Bellman optimality
equation

1-step

Q learning

37



Bellman equation (BE): An expectation form

Recall Bellman equation:

0(5) = () 7 ) pals' 190"

Bellman equation (expectation form):

vr(s) = E[R +yvr(S)|S = 5]



Temporal difference learning

Bellman equation (expected form):

e (s) = E[R +yva(S)IS = s]

~
~

~
~
~

~
~

R N

Temporal difference (TD) learning: TD target

Ver1(Se) = ve(Se) + at(st)[’(rt+1 + Vvt(5t+1))‘ — Vt(St)]
1 Y J \_'_I \ y J

new estimate current estimate TD error

It uses boostrapping, since r;,; + yv:(s;41) is a better estimate of v, (s;) than v;(s;).

39



SARSA

Bellman expectation equation:

Qn(s: a) = E[R + VCIn(S,:A’)ls =s5,A =a]

SARSA:

Ge+1(Se,ap) = qe(se, ap) + ap(se, at)[(rt+1 + ¥q:(St+1, at+1)) — q¢ (s, at)]

It is named SARSA because each step of the algorithm involves (s;, as, 7r41, Si+1, Ar+1)-



Other temporal difference learning: Unified view

We also have Bellman equation (BE) and Bellman optimality equation (BOE) for the
action value q(s, a), and have corresponding TD learning algorithm:

Qt+1(St, ar) = qe(se ap) + ae(se, a)lqe — qe (st ar)]
m Equation and expression of q;
Sarsa BE: g (s, @) = E[Ri41 +¥qn (St 41, Ay )ISe = 5,4 = a]
G: = Te41 +Yq(St41, Aps1)
n-step Sarsa BE: q;(s,a) = E[Ryyq + YRey2 + - + V"4 (St4n, Ar4n)|Se = 5,4 = al
Gt = Tt41 + VTes2 + o+ V" q(St4n Gan)

Q-learning BOE: q,.(s,a) = E [Rt+1 +ymax g (Se4q,a) |Se = 5,4 = a]
C_It = T4 + ]/mc?XCI(%Hl: a)

Monte Carlo BE: q,(s,a) = E[Ry41 + YRis2 + -+ |S; = 5,4, = a]
Qe = Tt+1 T VTe42 TV 143 -

41



Temporal difference learning: Summary

Bellman equation

Bellman optimality
equation

1-step

Q learning

42



Outline

« Markov Decision Process (MDP) setup

» Bellman equation and Bellman optimality equation

* Value iteration and policy iteration

» Temporal difference learning

 Value function approximation, policy gradient methods, and actor-critic

Bellman equation &
Bellman optimality equation

Value iteration & - Temporal Difference

policy iteration learning

function|approximation

Value function approximation, policy
gradient, and actor-critic
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Outline

 Value function approximation, policy gradient methods, and actor-critic
« Value function approximation: #(s; w)



Value function approximation: How we approach it

Bellman optimality

Bellman equation ]
equation

Q learning

with function approximation with function approximation

SARSA with Q-learning with

two networks

function Deep Q-Network

appromation

function
appromation

experience replay

45



DQN by DeepMind (2015): A new paradigm emerges

100 Training Episodes




Al |
phaGo by DeepMind (2016): A historical breakthrough

,:rs:. Google DeepMind

Challenge Match
8 - 15 March 2016

A ] .
IphaGo - The Movie | Full award-winning documentary

47


https://www.youtube.com/watch?v=WXuK6gekU1Y

Value function approximation

Previous Now U(s; w) can be a neural
( ) . 1,]\(5_ W) network (MLP, transformer,
U\S ’ CNN, GNN, etc.), w is its

weights
State s: discrete — continuous

Representation: tabular —  function



TD learning with function approximation

TD learning (tabular): TD target

Ver1(Se) = ve(se) + at(st)[’(rt+1 + Vvt(5t+1)) — Vt(St)]

\

||
new estimate current estimate TD error

TD learning (with function approximation):
1D target

Wipp = Wi t “t[(rt+1 + yD(Se41; Wt)) — U(ses Wt)]vwv(st; W)
— ‘ r

new estimate current estimate TD error

49



SARSA with function approximation

SARSA (tabular):

Ge+1(Se,ar) = qe(se, ap) + ar(se, at)[(rt+1 + ¥q:(St+1, at+1)) — q¢(S¢, at)]

SARSA (with function approximation):

Wiy = W + “t[(’"t+1 + ¥4 (St+1, Qv Wt)) — q(s¢, ag; Wt)]qu(st; ag; We)



SARSA with function approximation: Algorithm

Aim: Search a policy that can lead the agent to the target from an initial state-action pair

(s0,a0).

For each episode, do
If the current s; is not the target state, do
Take action a; following 7. (s:), generate r¢41, St+1, and then take action a;41
following 74 (s¢41)
Value update (parameter update):
W41 = we + o [’l"t+1 +  v4(st41,a¢41,we) —

(j(st) at, wt)] de(sta at, wt)
Policy update:
mit1(alst) = 1— 176G (IA(s)|—1) if a = argmax,c a(s,) 4(5t, @, Wet1)

mer1(alsy) = A(s)] Otherwise

51



Q-learning with function approximation

Q-learning (tabular):

Qe+1(Se, ar) = qe (S, ag) + ap(se, ag) [Tt+1 Ty mc?x qe(Se+1, @) — q¢ (S, at)]

Q-learning (with function approximation):

Wip1 = W + @ [Tt+1 Ty max q(Se+1, @ we) — q(Se, ag; Wt)] Vwq(se, ag; we)



Deep Q-Network (DQN) for human-level Atari games
Starting from the Bellman equation:

qr(s,a) = E [Rt+1 + y max qr(St41,0) IS = 5, A = a]
It aims to minimize the Bellman optimality error:

2
J(w) =E (R +ymaxg Sty w) — §(Se, a; W)) ]




Deep Q-Network (DQN): Challenges
Objective:

2
J(w) =E (R +ymaxg Sty w) — q(Se, a; w)) ]

How to optimize? Challenges:
1. w appears in both §(S;, a; w) and the target R + y max g (S;,1, a; w).
a

Furthermore, V,, (R + ymaxq (S;41,a; W)) + maxV,,§(S;1q, a;w).
a a

2. Expectation E assumes that the state-action pair (S, A) is uniform. However, they
are generated consecutively by certain policies, and have strong correlations.



Deep Q-Network (DQN): Innovation
Objective:

2
](W) =[E <R T ‘ymc?XéI\(St+1' a, WT) _ (/’I\(St' a, W)) ]

Two key innovations:

1. Two networks: Use a main network §(S;, a; w) for learning, and a target network
q(S;, a; wr) as target which stops gradient from passing through. Every K steps, update
the w; « w.

2. Experience replay
Store samples {(s,a,r,s’)} in a buffer, and in each step of training we draw a minibatch
from the replay buffer.



Value function approximation: Summary

Bellman optimality

Bellman equation ]
equation

Q learning

with function approximation with function approximation

SARSA with Q-learning with

two networks

function
appromation

function
appromation

experience replay

Deep Q-Network

56



Outline

 Value function approximation, policy gradient methods, and actor-critic

* Policy gradient methods: m(als; )



Policy gradient: How we approach it

Take gradient

Policy gradient

REINFORCE

58



Policy gradient: Define metrics

d(s) is the weight for state s, Y .csd(s) =1

n :
averagﬁe value z d(s)vg(s) Ec_g[v,(S)] lim E [z YR 11
T SES oo t=0 1
_1 -

average reward 1S
- d(s)r(s) Esg[1:($)] lim —E 2 Rpyq
Tn SES noen t=0 .

Recall in Bellman Equation section section:
 State value: v;(s) = E[R;y1 + YRi412 + V?Rpy3 + -+ |S¢ = 5]
« Immediate reward: r;(s) = E[R;;1|S; = s]




Policy gradient: Gradient expression

Vo) (0) = D 1(s) ) Vm(als; 0)an(s,

SES a€EA

= Egy,a~n(s;0)[Vo InT(A[S; 0)q (S, A)]

Here n(s) is a distribution of the states



REINFORCE algorithm

From  VgJ(0) = Es—ya~n(s;0)[Vo In(A[S; 0)qr (S, A)]

We let
Ot+1 = 0 + aVg Inm(ag|se; 0:)q. (e, ar)

/Initialization: Initial parameter 6; v € (0,1); a > 0.
Goal: Learn an optimal policy to maximize J(0).

For each episode, do

Fort=0,1,...,T — 1:
t—1

Value update: q¢(st,at) = Z£:t+1 yE=t=1p,
\ Policy update: 0 < 0 + aVg Inm(at|st, 0)qt(st, at)

~

Generate an episode {so,a0,71,...,87—1,a7—_1,rT} following 7(0).

J

61



Outline

 Value function approximation, policy gradient methods, and actor-critic

 Actor-critic: Combine m(als; 8) and ¥(s; w)



From REINFORCE to actor-critic

VG](H) — IES~T],A~TL’(S;9) [VH In T[(AlS; H)Cln(S;A)]
= Esp a~n(s:0) [Vg In(A|S; 9)(qn(5, A) — b(S))] here b(S) can be any function. We

choose one that reduces variance.

REINFORCE: 9t+1 — Ht + C(VQ In T[(at|St; Qt)qt(st, at)

Advantage Actor-critic (A2C):

POlicy update: 0t+1 — Ht —+ CZVQ In T[(at|St; Ht)(rt+1 + yv(5t+1; Wt) — vt(st; Wt))
\ J

I

Advantage

Value update: Wiir1 = Wt + at[(rt+1 + yﬁ(st+1; Wt)) — 9(515; Wt)]Vwﬁ(st, Wt)

This value update is the same as in TD learning with function approximation
63



Actor-critic: Interpretation
Advantage 6;

Or+1 = 0r + aVgInm(aese; 9t)(’"t+1 + YU (St+1 We) — Ve(Se; Wt))

St At St+1 Ot

0.5 6t+1 - Qt + QVQ In TL’(at — a«(l)|St; Ht) - 0.5 I
increase likelihood

_02 8t+1 == Ht + aVQ In T[(at = d(2)|5t; Ht) : (_02)1

decrease likelihood

_1 9t+1 — Ht + CZVQ ln T[(at - cl(n)|5t; Gt) ‘ (_1) l

decrease likelihood




Summary

« Markov Decision Process (MDP) setup

» Bellman equation and Bellman optimality equation

 Value iteration and policy iteration

« Temporal difference learning

 Value function approximation, policy gradient methods, and actor-critic

Bellman equation &
Bellman optimality equation

Value iteration & M Temporal Difference

ofo]|[YA{(=I¢=1([e] BN stochastic learning

function|approximation

Value function approximation, policy
gradient, and actor-critic
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Bellman equation & BE: vy =1 + Y Py
Bellman optimality equation

BOE: v,; = max(r; + yPvy)
YA

value iteration: vy » = v, =5 M ... 2 Vg qr+1

policy iteration. 75 > v, = Ty = vy, o - o T BE or BOE determines g;

Value iteration & Temporal Difference

n
>

policy iteration learning

Value function approximation, policy
gradient, and actor-critic

TD with function apprOX|mat|On Wiy = Wt + at[(rt+1 + )/ﬁ(st+1; Wt)) — 9(St; Wt)]Vwﬁ(St, Wt)
REINFORCE 9t+1 == Ht + CZVQ In T[(at|St; Ht)qt(St, at)

ACtOF-CI’I’[IC 0t+1 - Ht + C(Vg In T[(at|St,' Qt)(rt+1 + ]/U(St_l_l; Wt) — vt(St; Wt))

;) = qi(se,ar) + ar(se, a)lqe — qe(se, ap)]
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Useful materials

- RiE BUEINSFRE (FBEXFE &XHE)
https://github.com/MathFoundationRL/Book-Mathmatical-Foundation-of-

Reinforcement-Learning

o BT KEBWFSNRIE: hitps://wnzhang.net/teaching/sjtu-rl-
2024/index.html

- KB (BIFFRAFI)
« Useful code: https://github.com/ikostrikov/pytorch-a2c-ppo-acktr-gail

b
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